Chapter XV

On the Computation of Recursion in Relational Databases

Yangjun Chen*
University of Winnipeg, Canada

ABSTRACT

A composite object represented as a directed graph is an important data structure which requires efficient support in CAD/CAM, CASE, office systems, software management, Web databases and document databases. It is cumbersome to handle such an object in relational database systems when it involves recursive relationships. In this chapter, we present a new encoding method to support the efficient computation of recursion. In addition, we devise a linear time algorithm to identify a sequence of reachable trees (w.r.t.) a directed acyclic graph (DAG), which covers all the edges of the graph. Together with the new encoding method, this algorithm enables us to compute recursion w.r.t. a DAG in time $O(e)$, where $e$ represents the number of edges of the DAG. More importantly, this method is especially suitable for a relational environment.

* The author is supported by NSERC 239074-01 (242523) (Natural Science and Engineering Council of Canada)
INTRODUCTION

It is a general opinion that relational database systems are inadequate for manipulating composite objects which arise in novel applications such as Web and document databases (Mendelzon, Mihaila & Milo, 1997; Abiteboul et al., 1997; Chen & Aberer, 1998, 1999), CAD/CAM, CASE, office systems and software management (Banerjee et al., 1988; Teuhola, 1996). Especially when recursive relationships are involved, it is cumbersome to handle them in a relational system. To mitigate this problem to some extent, many methods have been proposed, such as join index (Valduriez & Borel, 1986) and clustering of composition hierarchies (Haskin & Lorie, 1982), as well as the encoding scheme (Teuhola, 1996).

In this chapter, we present a new encoding method to facilitate the computation of recursive relationships of nodes in a DAG. In comparison with Teuhola’s, our method is simple and space-economical. Specifically, the problem of Teuhola’s, the so-called signature conflicts, is removed.

BACKGROUND

A composite object can be generally represented as a directed graph. For example, in a CAD database, a composite object corresponds to a complex design, which is composed of several subdesigns (Banerjee et al., 1988). Often, subdesigns are shared by more than one higher-level design, and a set of design hierarchies thus forms a directed acyclic graph (DAG). As another example, the citation index of scientific literature, recording reference relationships between authors, constructs a directed cyclic graph. As a third example, we consider the traditional organization of a company, with a variable number of manager-subordinate levels, which can be represented as a tree hierarchy. In a relational system, composite objects must be fragmented across many relations, requiring joins to gather all the parts. A typical approach to improving join efficiency is to equip relations with hidden pointer fields for coupling the tuples to be joined (Carey et al., 1990). Recently, a new method was proposed by Teuhola (1996), in which the information of the ancestor path of each node is packed into a fix-length code, called the signature. Then, the operation to find the transitive closure w.r.t. a directed graph can be performed by identifying a series of signature intervals. No joins are needed. Using Teuhola’s method, CPU time can be improved up to 93% for trees and 45% for DAGs in comparison with a method which performs a SELECT command against each node, where the relation to store edges is equipped with a clustering index on the parent nodes (Teuhola, 1996).

In this chapter, we follow the method proposed in Teuhola (1996), but using a different encoding approach to pack “ancestor paths.” For example, in a tree hierarchy, we associate each node \( v \) with a pair of integers \((\alpha, \beta)\) such that if \( v' \), another node associated with \((\alpha', \beta')\), is a descendant of \( v \), some arithmetical relationship between \( \alpha \) and \( \alpha' \) as well as \( \beta \) and \( \beta' \) can be determined. Then, such relationships can be used to find all descendants of a node, and the recursive closure w.r.t. a tree can be computed very efficiently. This method can be generalized to a DAG or a directed graph containing cycles by decomposing a graph into a sequence of trees (forests), in which the approach described above can be employed. As we will see later, a new method can be developed based on the techniques mentioned above, by which recursion can be evaluated in \( O(e) \).
Related Content

Modeling Motion: Building Blocks of a Motion Database
Roy Gelbard and Israel Spiegler (2004). *Advanced Topics in Database Research, Volume 3* (pp. 327-345).
[www.irma-international.org/chapter/modeling-motion-building-blocks-motion/4366/](www.irma-international.org/chapter/modeling-motion-building-blocks-motion/4366/)

Knowledge-Based Systems as Database Design Tools: A Comparative Study
[www.irma-international.org/article/knowledge-based-systems-database-design/51220/](www.irma-international.org/article/knowledge-based-systems-database-design/51220/)

Similarity Learning in GIS: An Overview of Definitions, Prerequisites and Challenges
[www.irma-international.org/chapter/similarity-learning-gis/29669/](www.irma-international.org/chapter/similarity-learning-gis/29669/)

Discovering and Analysing Ontological Models From Big RDF Data
[www.irma-international.org/article/discovering-and-analysing-ontological-models-from-big-rdf-data/142072/](www.irma-international.org/article/discovering-and-analysing-ontological-models-from-big-rdf-data/142072/)

A Rigorous Approach for Mapping Workflows to Object-Oriented IS Models
[www.irma-international.org/article/rigorous-approach-mapping-workflows-object/3284/](www.irma-international.org/article/rigorous-approach-mapping-workflows-object/3284/)