Chapter 1.18
Discovering Quality Knowledge from Relational Databases

M. Mehdi Owrang O.
American University, USA

ABSTRACT

Current database technology involves processing a large volume of data in order to discover new knowledge. However, knowledge discovery on just the most detailed and recent data does not reveal the long-term trends. Relational databases create new types of problems for knowledge discovery since they are normalized to avoid redundancies and update anomalies, which make them unsuitable for knowledge discovery. A key issue in any discovery system is to ensure the consistency, accuracy, and completeness of the discovered knowledge. We describe the aforementioned problems associated with the quality of the discovered knowledge and provide some solutions to avoid them.

INTRODUCTION

Modern database technology involves processing a large volume of data in databases to discover new knowledge. Knowledge discovery is defined as the nontrivial extraction of implicit, previously unknown, and potentially useful information from data (Adriaans & Zantinge, 1996; Agrawal, Imielinski, & Swami, 1993; Berry & Linoff, 2000; Brachman & Anand, 1996; Brachman, Khabaza, Kloesgen, Piatetsky-Shapiro, & Simoudis, 1996; Bradley, Gehrke, Ramakrishnan, & Srikant, 2002; Fayad, 1996; Fayad, Piatetsky-Shapiro, & Smyth, 1996a, 1996b, 1996c; Fayyad & Uthurusamy, 2002; Frawley, Piatetsky-Shapiro, & Matheus, 1992; Han & Kamber, 2000; Hand, Mannila, & Smyth, 2001; Inmon, 1996; Simoudis, 1996; Uthurusamy, 1996; Keyes, 1990).

Databases contain a variety of patterns, but few of them are of much interest. A pattern is interesting to the degree that it is not only accurate but that it is also useful with respect to the end user’s knowledge and objectives (Brachman et al., 1996; Bradley et al., 2002; Hand et al., 2001; Berry & Linoff, 2000; Piatetsky-Shapiro & Matheus, 1994; Silberschatz & Tuzhilin, 1995). A critical issue in knowledge discovery is how well the database is created and maintained. Real-world databases present difficulties as they tend to be dynamic,
incomplete, redundant, inaccurate, and very large. Naturally, the efficiency of the discovery process and the quality of the discovered knowledge are strongly dependent on the quality of data.

To discover useful knowledge from the databases, we need to provide clean data to the discovery process. Most large databases have redundant and inconsistent data, missing data fields, and values, as well as data fields that are not logically related and are stored in the same data relations (Adriaans & Zantinge, 1996; Parsaye & Chingell, 1999; Piatetesky-Shapiro, 1991; Savasere et al. 1995). Subsequently, the databases have to be cleaned before the actual discovery process takes place in order to avoid discovering incomplete, inaccurate, redundant, inconsistent, and uninteresting knowledge. Different tools and techniques have been developed to improve the quality of the databases in recent years, leading to a better discovery environment. There are still problems associated with the discovery techniques/schemes which cause the discovered knowledge to be incorrect, inconsistent, incomplete, and uninteresting.

Most of the knowledge discovery has been done on operational relational databases (Sarawagi et al., 1998). Operational relational databases, built for online transaction processing, are generally regarded as unsuitable for rule discovery since they are designed for maximizing transaction capacity and typically have a lot of tables in order not to lock out users. In addition, the goal of the relational databases is to provide a platform for querying data about uniquely identified objects. However, such uniqueness constraints are not desirable in a knowledge discovery environment. In fact, they are harmful since, from a data mining point of view, we are interested in the frequency with which objects occur (Adriaans & Zantinge, 1996; Berry & Linoff, 2000; Bradley & Gehrke, 2002; Hand et al., 2001). Subsequently, knowledge discovery in an operational environment could lead to inaccurate and incomplete discovered knowledge. The operational data contains the most recent data about the organization and is organized as normalized relations for fast retrieval as well as avoiding update anomalies. Summary and historical data, which are essential for accurate and complete knowledge discovery, are generally absent in the operational databases. Rule discovery based on just the detailed (most recent) data is neither accurate nor complete.

A data warehouse is a better environment for rule discovery since it checks for the quality of data more rigorously than the operational database. It also includes the integrated, summarized, historical, and metadata which complement the detailed data (Bischoff & Alexander, 1997; Bradley & Gehrke, 2002; Hand et al., 2001; Inmon, 1996; Berry & Linoff, 2000; Meredith & Khader, 1996; Parsaye, 1996). Summary tables can provide efficient access to large quantities of data as well as help reduce the size of the database. Summarized data contains patterns that can be discovered. Such discovered patterns can complement the discovery on operational/detail data by verifying the patterns discovered from the detailed data for consistency, accuracy, and completeness. In addition, processing only very recent data (detailed or summarized) can never detect trends and long-term patterns in the data. Historical data (i.e., sales product 1982-1991) is essential in understanding the true nature of the patterns representing the data. The discovered knowledge should be correct over data gathered for a number of years, not just the recent year. The goals of this chapter are twofold:

1. To show that anomalies (i.e., incorrect, inconsistent, and incomplete rules) do exist in the discovered rules due to:
   a. An inadequate database design
   b. Poor data
   c. The vulnerability/limitations of the tools used for discovery
   d. Flaws in the discovery process (i.e., the process used to obtain and validate
Related Content

An Object-Relationship Diagrammatic Technique for Object-Oriented Database Definitions
www.irma-international.org/article/object-relationship-diagrammatic-technique-object/51101/

Evaluating XML-Extended OLAP Queries Based on Physical Algebra
www.irma-international.org/chapter/evaluating-xml-extended-olap-queries/8049/

Enabling Information Sharing Across Government Agencies
www.irma-international.org/chapter/enabling-information-sharing-across-government/4382/

An Analytical and Empirical Comparison of End-User Logical Database Design Methods
www.irma-international.org/article/analytical-empirical-comparison-end-user/51078/

Document SQL (DSQL): A Conservative Extension to SQL as an Ad-hoc Querying Frontend for XQuery
www.irma-international.org/chapter/document-sql-dsql/52961/